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ABSTRACT 

In recent years, the prevalence of 

cardiovascular diseases has increased 

dramatically, posing a significant threat to 

global health. Early detection of heart 

conditions can be life-saving, yet it often 

requires expertise and advanced diagnostic 

tools, which are not always readily available. 

This paper presents an intelligent heart sound 

classification system aimed at detecting 

diseases such as heart murmurs using deep 

learning techniques. The system is designed 

to classify heart sounds into three categories: 

artifact, murmur, and normal. It utilizes 

advanced models like Convolutional Neural 

Networks (CNN), Long Short-Term Memory 

(LSTM) networks, and Residual Networks 

(ResNet) to analyze spectrograms of heart 

sound audio signals. The system has been 

trained using a labelled dataset sourced from 

Kaggle and has achieved an accuracy of up to 

87% with the CNN model. By automating the 

classification process, this system offers a 

scalable, non-invasive, and efficient 

diagnostic tool to assist healthcare 

professionals, especially in resource- 

constrained environments. The use of deep 

learning not only increases the precision of 

diagnosis but also facilitates real-time 

detection, reducing the dependency on 

manual interpretation. This paper explores 

the architecture, implementation, and results 

of this system in detail. 
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1. INTRODUCTION 

Cardiovascular diseases (CVDs) remain one 

of the leading causes of mortality worldwide, 

contributing to nearly 18 million deaths per 

year according to the World Health 

Organization. These conditions, including 

coronary artery disease and heart valve 

disorders, often progress silently until they 

reach critical stages. Thus, early and accurate 

detection is imperative to initiate timely 

medical intervention and improve patient 

prognosis. 

Heart auscultation, the act of listening to the 

internal sounds of the body using a 

stethoscope, is a traditional method used by 

clinicians to detect heart abnormalities. 

While auscultation is cost-effective and non- 

invasive, its effectiveness is heavily reliant 

on the clinician's experience and skill. 

Moreover, subtle heart murmurs or 

arrhythmic patterns can be easily overlooked, 

especially in noisy environments or resource- 

constrained healthcare settings. 
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With the advent of artificial intelligence (AI) 

and deep learning, there is immense potential 

to automate and enhance the diagnostic 

process. Deep learning models, particularly 

CNNs, LSTMs, and ResNets, have 

demonstrated exceptional capabilities in 

recognizing complex patterns in audio, 

image, and time-series data. This paper 

introduces a robust AI-driven heart sound 

classification system that leverages these 

technologies to identify heart murmurs and 

other anomalies from recorded auscultation 

signals. 

Our goal is to provide a tool that not only 

augments clinical decision-making but also 

makes cardiac diagnostics more accessible, 

especially in rural and underdeveloped 

regions. The system offers an interface where 

users can upload heart sound recordings and 

receive a prediction about the condition— 

normal, murmur, or artifact. It can be used as 

a decision-support system in hospitals or 

deployed in portable diagnostic devices. 

2. LITERATURE REVIEW 

2.1 Conventional Methods and Limitations 

Manual auscultation remains a widely used 

technique, but it is highly subjective and 

often requires years of clinical experience. 

Traditional digital stethoscopes and basic 

signal processing methods lack the accuracy 

and scalability needed for widespread use. 

2.2 CNN Applications CNNs have shown 

excellent results in visual pattern recognition 

and have been adapted for audio 

classification using spectrograms. Jin et al. 

(2019) demonstrated the effectiveness of 

CNNs in differentiating between normal and 

abnormal heart sounds using 2D 

representations of audio. 

2.3 LSTM for Temporal Sequence Learning 

LSTMs are well-suited for analyzing 

sequential data like heartbeats, capturing 

dependencies over time. Zhou et al. (2020) 

implemented  LSTM  networks  for  heart 

sound classification and showed improved 

accuracy over basic feed-forward networks. 

2.4 ResNet for Deep Feature Learning Ming 

& Zhang (2021) introduced the use of ResNet 

to address the vanishing gradient problem in 

deep models, improving classification 

performance even in noisy environments. 

2.5 Hybrid and Comparative Approaches 

Combining CNNs, LSTMs, and ResNets 

offers a hybrid architecture that can capture 

both spatial and temporal features. 

Comparative studies confirm that such 

hybrid models outperform individual models 

in real-world scenarios. 

3. METHODOLOGY 

The development of the heart sound 

classification system follows a systematic 

and modular approach that encompasses data 

acquisition, preprocessing, model design, 

training, and deployment. 

3.1 Data Acquisition and Preprocessing The 

heart sound recordings are sourced from a 

Kaggle dataset containing labelled audio 

clips for different heart conditions. The audio 

files are sampled at a consistent frequency to 

ensure uniformity. Preprocessing involves 

noise reduction, normalization, and 

segmentation of audio clips. Subsequently, 

audio data is transformed into time- 

frequency representations, primarily 

spectrograms and Mel-Frequency Cepstral 

Coefficients (MFCCs), which serve as the 

input for deep learning models. 

 Resampling: All audio files are 

resampled to a fixed frequency (e.g., 

22050 Hz). 

 Denoising: Background noise is 

reduced using spectral gating 

techniques. 

 Normalization: Signal amplitudes are 

normalized for uniform input 

representation. 
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 Feature Extraction: Signals are 

transformed into spectrograms and 

MFCCs to highlight frequency and 

time-domain features critical for 

classification. 

3.2 Deep Learning Model Design Three 

models are implemented and tested: 

 CNN Model: The CNN architecture 

comprises multiple convolutional 

layers, followed by pooling and fully 

connected layers. The CNN is 

primarily responsible for spatial 

feature extraction from spectrogram 

images. It captures unique patterns in 

the heart sounds such as pitch, 

rhythm, and frequency variations. 

 LSTM Model: The LSTM model is 

tailored for sequential data and is 

composed of multiple LSTM layers 

that analyze time-series data to learn 

temporal dependencies. The model 

excels in understanding sequential 

characteristics and long-term 

dependencies in heart sound signals. 

 ResNet Model: The ResNet 

architecture incorporates residual 

connections that mitigate vanishing 

gradient problems during deep 

network training. It allows for the 

creation of deeper networks without 

loss of performance. Residual blocks 

enable the model to learn complex 

feature hierarchies efficiently. 

 

 

 

3.3 Training and Evaluation Each model is 

trained on the pre-processed dataset using 

categorical cross-entropy as the loss function 

and the Adam optimizer. The dataset is 

divided into training and validation subsets to 

monitor model performance. Metrics such as 

accuracy, precision, recall, and F1-score are 

computed to evaluate the effectiveness of 

each model. 

3.4 Deployment and Integration The system 

is integrated with a user-friendly web 

interface developed using Django, HTML, 

and CSS. Users can upload heart sound 

recordings, which are processed and 

classified in real-time. The system outputs 

the classification results and highlights the 

confidence levels of each prediction. The 

backend stores the data in a SQLite database 

and performs the necessary model inference 

using TensorFlow. 
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4. RESULTS AND 

DISCUSSION 

4.1 Model Performance 

 CNN: Achieved 87% accuracy with 

strong precision for artifact and 

murmur classification. It exhibited 

minimal overfitting. 

 LSTM: Reached only 39% accuracy, 

with weak performance on murmur 

classification. Overfitting was 

observed due to small dataset size. 

 ResNet: Scored 61% accuracy. While 

its precision for artifact detection was 

high, it struggled with murmur 

detection and showed signs of 

overfitting. 

4.2 Comparative Metrics 
 

 

Mode 

l 

 

Accura 

cy 

Artifa 

ct 

Recall 

 

Overfitti 

ng 

Real- 

Time 

Capab 

le 

CNN 87% 1.00 Low Yes 

LST 

M 
39% 0.00 High No 

ResN 

et 
61% 0.97 Moderate Yes 

4.3 Implications for Healthcare This system 

can assist in triaging patients in rural areas, 

provide diagnostic support in telemedicine 

platforms, and reduce the workload on 

specialists. Its non-invasive, low-cost nature 

makes it suitable for mass deployment. 

4.4 Limitations 

 Limited dataset size for some classes 

 Need for better generalization in 

LSTM and ResNet 

 Real-time performance on mobile 

devices remains to be optimized 
 

5. CONCLUSION 

Our project successfully demonstrates that 

automated heart sound classification using 

deep learning is not only feasible but also 

highly effective. Among the models 

evaluated, CNN delivered the most 

consistent and accurate results. While LSTM 

and ResNet offer valuable insights, their 

standalone performance needs enhancement. 

The system offers a reliable, non-invasive, 

and fast method for the preliminary diagnosis 

of cardiovascular conditions, especially heart 

murmurs. It holds promise as a tool for 

healthcare professionals and could 

significantly contribute to the early detection 

and treatment of heart diseases. 

Future work will focus on hybrid model 

tuning, integration with edge devices, and 

expanding the system's capabilities to 

recognize a broader range of heart 

conditions. 
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